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What’s Different about Collaboration Data Modeling?
A critical phase in the implementation of any business application is the modeling and
configuration of enterprise data. Collaboration initiatives like Collaborative Planning,
Forecasting, and Replenishment (CPFR) introduce another dimension to the modeling problem.
They focus on the relationship between two companies, rather than the structure of a single
company. Instead of simply identifying one source of relevant data, CPFR implementation
consultants must find comparable data from multiple organizations. They then must align,
organize, and define business rules around the relationship.

There are four steps in collaboration data modeling, as illustrated in Figure 1. The remainder of
this discussion describes each of these in turn.
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Figure 1: Collaboration Modeling Process

Step 1: Identify Comparison Opportunities
CPFR processes depend upon the comparison of data – either:

1. Comparing one organization’s plans with another’s

2. Comparing a new version of one organization’s plan with a previous plan

3. Comparing a plan to actual results.

The more detailed the comparison, the more potential for benefit. As a result, the first data
modeling challenge when configuring a CPFR solution is identifying comparison opportunities.

Finding valid comparisons is a challenge because of the divergence of retailer and supplier
planning responsibilities. Retailers are focused on predicting consumer reaction to promotions,
competitors, and product category changes, while suppliers usually concentrate on managing the
level of inventory at distribution centers. The retailer’s objective is to keep products in stock in
stores. The supplier’s objective is to create the most efficient production and replenishment
process possible. Vendor-managed inventory programs tend to further polarize these roles, by
making the supplier totally responsible for the inventory in the retailer’s distribution network.

The divergence of retailer and supplier planning responsibilities affects the availability and
accuracy of data from each side of the trading relationship.

Order Forecasts
Often, retailers do not produce an order forecast at all. There are business and technical reasons
for this. Some see order forecasts as limiting their flexibility to adjust their inventory or source
product elsewhere. Others don’t see enough business benefit to providing this information to
justify the effort, or have failed to find an appropriate replenishment algorithm. When retailers do
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produce an order forecast, it may include only base demand. Many handle promotional orders
through a totally different process, tools, and personnel.

Promotional orders are negotiated over and above the regular replenishment process.
Promotional order data may come from a spreadsheet or from a promotion planning application.
Suppliers, therefore, don’t often get an integrated view of the retailer’s demand. Data about
orders may never be brought together in a single system – either at the retailer or the supplier. If
the order forecast is missing promotional lifts, determining its accuracy by comparing it to actual
orders received in the period is not feasible.

A CPFR solution can improve this situation by providing a forum where replenishment order
forecasts and promotional orders can be brought together and compared in full. CPFR project
participants should ferret out all the data sources and owners, seeking ‘apples to apples’
comparisons. As a fallback, the retailer’s base order forecast can be compared to the supplier’s,
not taking promotions into account. While base-to-base comparisons are better than nothing,
their value diminishes dramatically for heavily promoted items.

Sales Forecasts
Retailers produce very detailed sales forecasts, often including weekly (or even daily) store-level
demand per SKU.

Suppliers may gather a great deal of intelligence about what sold from a syndicated data source
(typically IRI or Nielsen). Historically, suppliers have not built this data into a consumer sales
forecast, but have used it to plan promotions. Promotional lift matrices that a supplier brings to
the table can be a valuable contribution to the sales forecasting process, even if they do not offer
a complete sales forecast. Some suppliers have developed their own consumer demand forecasts
at an account level by applying these lifts to planned promotional weeks, using year-ago sales
(adjusted for category growth and other factors) as the base forecast. By offering this forecast in a
CPFR relationship, the supplier can provide a point of comparison to the retailer’s sales forecast,
which could potentially uncover mismatches in promotional dates, problems with seasonal
profiles, and inappropriate lift calculations. Suppliers should be encouraged to take this extra
step, because it greatly increases the opportunities to benefit from CPFR.

Integrating CPFR with other Supply and Demand Chain Applications
Figure 2 illustrates how a CPFR solution can fit in with a set of existing retail applications.

• Systems responsible for merchandise planning generate promotions and sales forecasts.

• Distribution systems— including purchasing, warehouse management, or replenishment
planning applications— can produce order forecasts, track shipments and report distribution
center on-hand information.

• Store operations systems report store sales, store orders, and on-hand information.
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Figure 2: CPFR in the Retail IT Environment

On the supplier side, a different set of applications contributes to the CPFR process:

• Customer relationship management (CRM) applications help the sales force develop
promotions and sales forecasts.

• Advanced planning and scheduling (APS) applications create optimal replenishment plans.

• Enterprise resource planning (ERP) applications produce and distribute products, based upon
firm demand.

Figure 3 illustrates how a CPFR solution could fit into the supplier’s IT environment.
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Figure 3: CPFR in the Supplier IT Environment

At some retailers and suppliers, the CPFR solution may not be integrated directly to other
applications, but to an enterprise data warehouse. Using a data warehouse as the common source
for CPFR data has many advantages. The data warehouse presents a time-aligned, data cleansed
view of the data streams coming from many sources. Data warehouses are especially
advantageous when there are multiple planning applications producing data for different product
lines, or when some data sources are manual (spreadsheets or data entry).

Integration Scenarios
CPFR expands the role that forecasts play in the planning and replenishment process. While it
might seem that the key to CPFR success is to have tight integration with sophisticated
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constraint-based forecasting technologies, a project team can derive many benefits from simply
uncovering where trading partners have gaps in understanding, or have made mistakes. If a
planner has not entered the appropriate seasonal profile for a product, or has included a different
set of SKUs in a summary forecast than they have history data for, forecasts will be inaccurate. If
trading partners have different target dates for key promotions, retailers will either go out-of-
stock, or will have to manage promotional inventory longer than they expected. Errors and
miscommunications are inevitable; shedding light on them early enough to recover is the first
objective of CPFR.

Once communication and data integrity problems are eliminated, CPFR can help identify who is
better able to forecast a particular product/location/time combination, so that both partners can
execute off of the better plan.

The simplest systems integration scenario is a periodic import of data from planning systems,
which is then compared in the CPFR solution. After users identify exceptions, they adjust the
appropriate parameters in their planning systems, so that the next import addresses the exception
conditions. While this approach requires manual intervention, it reflects the state of many
planning systems today. Some do not handle individual overrides of forecast values effectively,
so it is better not to exchange forecasts with them bilaterally. Many project teams have had
success with this simple, one-way integration approach.

Step 2: Align Data Sources
After finding and integrating the relevant data from each partner, the next challenge data
modelers face is to make it comparable. Aggregation and offsetting of data can help, but
sometimes, one partner or another will have to change its policies to make a comparison valid.

Comparing Forecasts of Different Levels of Granularity
Retailers tend to plan to a greater level of detail by location. It is typical for a retailer to produce
store-level forecasts, while it is practically unheard-of for suppliers to produce them. Meanwhile,
suppliers plan to a greater level of detail by product. A retailer may plan promotional sales for a
product category, but the supplier needs to know how much of each product in the category it
will actually need to produce. A supplier may have forecasts for multiple generations of a
product, which it identifies differently, while the retailer continues to assign each generation the
same SKU.

To be able to compare these forecasts produced at different levels of granularity, the project team
should aggregate data for the more detailed plans to a level where it can be compared. For
example, if a vendor offers four varieties of one liter fruit-flavored sparkling water, but the
retailer doesn’t forecast each flavor, the supplier can enter forecasts for each flavor, and the
CPFR solution can aggregate and compare them with the retailer’s single “flavored” number.
Because the retailer’s summary SKU forecast covers the same number of individual SKUs as the
retailer’s individual SKU-level forecasts, the numbers should be comparable. Figure 4 shows
how this example could be modeled.
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Figure 4: Aligning Forecasts that have Different Levels of Granularity

Displays and Bonus Packs
Displays allow a supplier to draw consumer attention to a product by placing it in a special
display unit. Displays contain a fixed quantity of product, often in a standard assortment (20
green, 20 yellow, 20 blue items). The challenge of modeling displays in a CPFR system is that
they are tracked individually until they reach the store, and then sales are reported in terms of the
products that the display contained. Therefore, there could be forecasts and store orders for 60
displays, and later sales would be reported for 1200 green, 1200 yellow, and 1200 blue items.
Unless a conversion factor is used to convert forecasts for displays into their component product
quantities, forecast-vs.-actual comparisons will be invalid for them.

Bonus packs are packaging variations on a base product that include an additional quantity of
product, a gift, or trial portion of a complementary product. The difficulty of tracking bonus
packs is that each trading partner may or may not have unique identification for the bonus
variant. When sales or forecasts are reported against a trading partner’s numbers, bonus pack
demand must be specifically included or excluded. Typically, the best workaround for these
issues is to define a product aggregate containing any base and bonus SKUs, and compare all
numbers at the aggregate level.

Time Buckets and Horizons
To be effective, the time buckets that planners use must match the business’s regular cycle of
sales or replenishment activities. A retailer who runs promotions on a weekly schedule probably
forecasts the promotion as a unit, aligned by the promotional week. A supplier who makes daily
store deliveries forecasts stores in daily buckets. Account-level forecasts, on the other hand, may
be for fiscal months, reflecting the focus of the sales organization on corporate financial targets.

Most CPFR projects today involve product categories and sales channels that fall on a weekly
schedule— weekly promotions and weekly deliveries— so weeks get the most attention as a
planning unit. The difficulty comes when the bucket sizes or boundaries from each side of the
partnership don’t match. What was an occasional nuisance in internal systems becomes a major
headache in collaboration ventures.

The best-case scenario is for one or both parties to change their buckets so they match one
another. Second best is if finer-grained information from one party can be aggregated to a level
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where it can be compared with the other party’s base data (as illustrated before in comparing
summary SKU to individual SKU-level forecasts). Much less desirable is the case where one
party must allocate data across multiple buckets of its partner’s data, either by disaggregating
longer periods (e.g. months) to smaller ones (e.g. weeks), or spreading data across bucket
boundaries (mapping Thursday-Wednesday weeks to Sunday-Saturday weeks using allocation
rules).

Each trading partnership should do whatever it can to come to agreement on common time
buckets. Although differences in calendars between parties and even within a company are
inevitable, the newness of the CPFR process brings a one-time opportunity to achieve alignment.

Which calendar should be selected for CPFR activities? Because promotions drive much of the
volatility and exceptions, the retailer’s promotional cycle should probably dominate decisions
about week or month boundaries. Results data (orders, sales, and on-hand positions) is usually
available in daily buckets, so it can easily be rolled up to weekly or monthly buckets along
whatever boundaries the project teams select.

Standardizing on the retailer’s promotional week still creates complications for suppliers, who
must rationalize differing promotional weeks for different retail chains. They must use allocation
models to sum up demand across many trading partners. One approach to setting time buckets
would be to declare that all CPFR projects use calendar weeks (Sunday-to-Saturday) as the
weekly time bucket. The RosettaNet consortium has chosen to use this standard for their work in
CPFR. It may be impractical to declare such a standard in the retail industry, but every project
that aligns its calendars gains economies of scale as the CPFR business practice rolls out.

Project teams sometimes want to use daily data for CPFR. The advantage of daily data is that it
avoids most of the issues of bucketing: most people can agree on what a day is. But daily data is
also voluminous, and its detail can be misleading to planning processes. It should usually be used
in environments that have multiple promotions or deliveries in a week. Extreme environments
(multiple deliveries in a day) may require even smaller buckets.

Step 3: Organize Data Views
Once the partners have comparable data, they will want to create company-specific views of it
that reflect their product and location hierarchies, distribution regions, and other categorization
schemes.

Exploiting Multi-way Hierarchies
There are many organizational frameworks for products, locations, and partnerships. For
example, a retail chain may organize its stores in terms of the DCs that serve them, or it could
categorize them by sales region. Often, users want to use multiple organizational schemes so they
can navigate efficiently to a particular location, or see aggregate data in a variety of ways. Some
CPFR solutions support multi-way hierarchies, which allow the same product or location to
appear in multiple views.
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For example, under “Retail Stores”, a retailer could have the nodes “by sales region” and “by DC
service group”. Under “by sales region” would be a list of regions, with individual stores beneath
them. Under “by DC service group”, there would be a list of DCs, with individual stores beneath
them.

Even though the same stores appear under each hierarchy, aggregates defined at the level of
“Retail Stores” should not double-count their data. The CPFR solution should include only the
unique members of each set when it calculates aggregates. Figure 5 illustrates such a multi-way
hierarchy.
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Figure 5: Multi-way Hierarchy

Step 4: Define Business Rules
Once all of the identification, alignment, and organization of the data is complete, the next step is
to establish business rules to govern each relationship. Exception criteria and other parameters—
such as the forecast frozen period— define these rules for CPFR projects.

Exception Thresholds
CPFR manages by exception. Exception criteria are the rules that determine which situations are
to be highlighted for attention. Exceptions are always expressed as variances, either plan-to-plan,
or plan-to-actual. Some principles for setting effective criteria are:

• Review history to identify exceptional events. Note the range of variances in the past, and set
a threshold that generates exceptions only occasionally. If forecasts are typically 80%
accurate, and the team sets a forecast-to-actual exception threshold of 10%, every period is
likely to generate an exception. That’s not an exception; it’s business as usual.
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• Set thresholds that reflect situations that would have a significant impact on the business.
This principle balances the first one. Maybe there are problem products that should create an
exception every week. For others that are running smoothly, maybe there is little to be gained
by setting a tighter threshold for the sake of generating some exceptions. Project team
members should always ask themselves what variance would matter to them.

• Obey the law of large numbers. Behavior becomes more predictable the more data points are
involved. Trying to predict the movement of one product at one store in one week with even
75% accuracy can be impossible, while predicting the movement for the same product that
week across the chain can be done with 90% accuracy. Set tighter thresholds on aggregate
views than on individual locations and products.

• Obey the law of large numbers (part 2). If a single threshold is to apply to a large number of
individual data points, it needs to allow for the greater probability of “outliers” that will
trigger exceptions. The larger number of individual data points that a rule covers, the broader
the thresholds should be.

• Keep it simple. The software can define an infinite number of different thresholds. People can
only comprehend a few control points at a time. Align thresholds around a few core metrics
for the business.

Relative vs. Absolute Periods in Exception Criteria
It may be useful to model some exception criteria in terms of absolute time (a specific range of
dates), while others lend themselves to relative time (a rolling period; for example, from 6 to 12
weeks in the future).

Absolute criteria are effective when seasonal variations or one-time events change demand or
distribution behavior. A team might want a different forecast accuracy criterion established for
the week of the 4th of July than for other periods. Or it might set looser criteria for overstock
during the six weeks after a new distribution center opens. Typically, however, project teams
prefer criteria set in relative terms. The sales and replenishment process concentrates on one or
more planning horizons, which are constantly marching forward. It is often helpful to break
relative criteria into three horizons, as follows:

• Long horizon: category, promotion, and production planning
• Medium horizon: distribution planning and forecast refinement
• Short horizon: sales execution

In some mass merchandising scenarios, for example, periods beyond fifteen weeks in the future
may not have fully developed promotions. Promotional weeks may be adjusted, the kind of
promotion may be changed, and product introduction plans may be accelerated or delayed. At
this horizon, the partners still have plenty of latitude to plan advertisements, design and produce
custom displays, or alter production quantities. These mass merchants should set thresholds for
forecast variance beyond a fifteen-week horizon very broadly to reflect this flexibility and
uncertainty.
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In the same collaboration, medium-horizon activities might include adjusting forecast sales
quantities because of expected competitor activity, or forward-deploying inventory because of a
planned summer plant shutdown. Major changes to a promotion in this horizon could have a
negative impact on trading partner performance, so exception thresholds should be tighter. Even
small short-horizon differences in forecasts can indicate trouble, because the supplier is shipping
goods, and the retailer is running ads, placing displays in stores, and staging inventory. If trading
partners don’t agree upon how to execute, at least one will not succeed. Figure 6 shows how
criteria can be set that are appropriate to each planning horizon.

Figure 6: Using Relative Exception Criteria to Set Appropriate Thresholds for Different Time Horizons

Absolute vs. Percentage-based Exception Criteria
Exception criteria may be set in terms of a percentage difference (actual sales were 20% above or
below forecast), or an absolute value (actual sales were 2000 units above or below forecast). The
choice of which type of threshold to use depends upon the volume of products moving through a
location.

Project teams usually select percentage-based criteria for high-level, aggregate exception criteria.
These criteria mimic the scorecard measures that are used to assess the project as a whole, so
having criteria that can be related to percentage forecast error is useful. Percentage criteria also
adjust for differences in volume among individual product lines or geographies.

For exceptions that monitor individual stores with daily or weekly periods, absolute criteria are
probably a better choice. The number of units forecast at a store may be small – 1 or even 0 – so
any difference from forecast could result in major percentage differences, even though the unit
error was small. Percentage-based criteria in this case would trigger many exceptions on items
that had little or no significance to the effectiveness of the partnership.
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Absolute exception criteria should establish thresholds where the variance would have a
significant impact on the business. For example, a charitable organization could order 2000
candy bars from a single grocery store to support a local event. This one special order creates a
significant forecast variance across the entire chain for that product for the week when it’s
purchased. An absolute threshold of 100 units at any store could isolate the cause of the variance
to that order, and prevent the team from making spurious forecast adjustments based upon a one-
time event.

“Frozen Period” for Forecasts
The CPFR product profile identifies sales and order forecast “freeze” windows. Within the
horizon of the freeze, the forecast should not be changed. Some project teams choose not to
enforce this freeze boundary, because many users believe that a forecast must be able to be
overridden under certain conditions, in spite of any freeze policy.

Conclusion
Collaboration data modeling is a new discipline, but some principles can already be established.
By identifying common data streams, aggregating and adjusting them to make them comparable,
organizing views of the data according to each organization’s perspective, and then setting up
appropriate rules for managing exceptions, trading partners can gain great benefits from CPFR.


